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Chapter 7
Primitive Assembly and 

Rasterization



Topics

‣ Which primitives (geometric objects) 
are supported?

‣ How to draw them?

‣ What are done in the primitive 
assembly stage?

‣ What are done in the rasterization 
stage?



Primitives

‣ Drawn using glDrawArrays / 
glDrawElements

‣ Described by a set of vertices 
(position, color, texcoords, normals, 
etc.)

‣ Types supported -- triangles, lines, 
points
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Triangles

Triangles represent the most common method used to describe a geometry 
object rendered by a 3D application. The triangle primitives supported by 
OpenGL ES are GL_TRIANGLES, GL_TRIANGLE_STRIP, and GL_TRIANGLE_FAN.
Figure 7-1 shows examples of supported triangle primitive types.

Figure 7-1 Triangle Primitive Types

GL_TRIANGLES draws a series of separate triangles. In Figure 7-1, two trian-
gles given by vertices (V0, V1, V2) and (V3,V4,V5) are drawn. A total of n/3
triangles are drawn, where n is the number of indices specified as count in 
glDrawArrays or glDrawElements.

GL_TRIANGLE_STRIP draws a series of connected triangles. In the example 
shown in Figure 7-1, three triangles are drawn given by (V0, V1,V2),
(V2,V1,V3) (note the order), and (V2,V3,V4). A total of (n – 2) triangles 
are drawn, where n is the number of indices specified as count in 
glDrawArrays or glDrawElements.

GL_TRIANGLE_FAN also draws a series of connected triangles. In the example 
shown in Figure 7-1, the triangles drawn are (V0,V1,V2), (V0,V2,V3), and 
(V0,V3,V4). A total of (n – 2) triangles are drawn, where n is the number 
of indices specified as count in glDrawArrays or glDrawElements.
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Triangles

‣ Three type



Lines
‣ Three types

‣ Line width set by glLineWidth

‣ GL_ALIASED_LINE_WIDTH_RANGE
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Lines

The line primitives supported by OpenGL ES are GL_LINES, GL_LINE_STRIP,
and GL_LINE_LOOP. Figure 7-2 shows examples of supported line primitive 
types.

Figure 7-2 Line Primitive Types

GL_LINES draws a series of unconnected line segments. In the example 
shown in Figure 7-2, three individual lines are drawn given by (V0,V1),
(V2,V3), and (V4,V5). A total of n/2 segments are drawn, where n is the 
number of indices specified as count in glDrawArrays or glDrawElements.

GL_LINE_STRIP draws a series of connected line segments. In the example 
shown in Figure 7-2, three line segments are drawn given by (V0,V1),
(V1,V2), and (V2,V3). A total of (n – 1) line segments are drawn, where n
is the number of indices specified as count in glDrawArrays or glDraw-
Elements.

GL_LINE_LOOP works similar to GL_LINE_STRIP, except that a final line seg-
ment is drawn from Vn-1 to V0. In the example shown in Figure 7-2, the line 
segments drawn are (V0,V1), (V1,V2), (V2,V3), (V3,V4), and (V4,V0). A 
total of n line segments are drawn, where n is the number of indices speci-
fied as count in glDrawArrays or glDrawElements.

The width of a line can be specified using the glLineWidth API call. 
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Point Stripes

‣ GL_POINTS

‣ Point stripe -- A screen-aligned quad 
specified by position & radius

‣ gl_PointSize -- built-in output variable 
in the vertex shader

‣ Point coord origin at (left,top) (cf: 
(left,bottom) for the window)



gl_PointCoord

‣ built-in read-only var in the fragment 
shader
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Figure 7-3 gl_PointCoord Values

The following fragment shader code illustrates how gl_PointCoord can be 
used as a texture coordinate to draw a textured point sprite.

uniform sampler2D s_texSprite;

void
main(void)
{
   gl_FragColor = texture2D(s_texSprite, gl_PointCoord);
}

Drawing Primitives

There are two API calls in OpenGL ES that can be used to draw primitives: 
glDrawArrays and glDrawElements.     

void   glDrawArrays(GLenum mode, GLint first, GLsizei count)

mode specifies the primitive to render. Valid values are:
GL_POINTS
GL_LINES
GL_LINE_STRIP
GL_LINE_LOOP
GL_TRIANGLES
GL_TRIANGLE_STRIP
GL_TRIANGLE_FAN

first specifies the starting vertex index in the enabled vertex arrays
count specifies the number of indices to be drawn
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The following fragment shader code illustrates how gl_PointCoord can be 
used as a texture coordinate to draw a textured point sprite.

uniform sampler2D s_texSprite;

void
main(void)
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}
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(typo in the textbook)



glDrawArrays
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glEnableVertexAttribArray(VERTEX_POS_INDX);
glVertexAttribPointer(VERTEX_POS_INDX, 3, GL_FLOAT, GL_FALSE, 
                      0, vertices);
for (i=0; i<NUM_FACES; i++)
{
   glDrawArrays(GL_TRIANGLE_FAN, first, 4);
   first += 4;
}

          or

glDrawArrays(GL_TRIANGLES, 0, 36);

To draw this cube with glDrawArrays, we would call glDrawArrays for 
each face of the cube. Vertices that are shared would need to be replicated, 
which means that instead of having eight vertices, we would now need to 
allocate 24 (if we draw each face as a GL_TRIANGLE_FAN) or 36 vertices (if we 
use GL_TRIANGLES). This is not a very efficient approach.

Figure 7-4 Cube

This is how the same cube would be drawn using glDrawElements.

#define VERTEX_POS_INDX 0
GLfloat vertices[] = { … };// (x, y, z) per vertex
GLubyte indices[36] = { 0, 1, 2, 0, 2, 3, 
                        0, 3, 4, 0, 4, 5, 
                        0, 5, 6, 0, 6, 1, 
                        7, 6, 1, 7, 1, 2,
                        7, 4, 5, 7, 5, 6,
                        7, 2, 3, 7, 3, 4 };

glEnableVertexAttribArray(VERTEX_POS_INDX);
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glDrawArrays draws primitives specified by mode using vertices given by 
element index first to first + count – 1. A call to glDrawArrays
(GL_TRIANGLES, 0, 6) will draw two triangles, a triangle given by element 
indices (0, 1, 2) and another triangle given by element indices (3, 4, 5).
Similarly, a call to glDrawArrays(GL_TRIANGLE_STRIP, 0, 5) will draw 
three triangles: a triangle given by element indices (0, 1, 2), the second tri-
angle given by element indices (2, 1, 3), and the final triangle given by ele-
ment indices (2, 3, 4).

glDrawArrays is great if you have a primitive described by a sequence of 
element indices and if vertices of geometry are not shared. However, typical 
objects used by games or other 3D applications are made up of multiple tri-
angle meshes where element indices may not necessarily be in sequence 
and vertices will typically be shared between triangles of a mesh. 

Consider the cube shown in Figure 7-4. If we were to draw this using 
glDrawArrays, the code would be as follows:

#define VERTEX_POS_INDX 0
#define NUM_FACES       6
GLfloat vertices[] = { … };  // (x, y, z) per vertex

void   glDrawElements(GLenum mode, GLsizei count,
                      GLenum type, const GLvoid *indices)

mode specifies the primitive to render. Valid values are:
GL_POINTS
GL_LINES
GL_LINE_STRIP
GL_LINE_LOOP
GL_TRIANGLES
GL_TRIANGLE_STRIP
GL_TRIANGLE_FAN

count specifies the number of indices
type specifies the type of element indices stored in indices.Valid 

values are:
GL_UNSIGNED_BYTE
GL_UNSIGNED_SHORT
GL_UNSIGNED_INT—optional (can be used only if the 
OES_element_index_uint extension is implemented)

indices specifies a pointer to location where element indices are stored
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glEnableVertexAttribArray(VERTEX_POS_INDX);
glVertexAttribPointer(VERTEX_POS_INDX, 3, GL_FLOAT, GL_FALSE, 
                      0, vertices);
for (i=0; i<NUM_FACES; i++)
{
   glDrawArrays(GL_TRIANGLE_FAN, first, 4);
   first += 4;
}

          or

glDrawArrays(GL_TRIANGLES, 0, 36);

To draw this cube with glDrawArrays, we would call glDrawArrays for 
each face of the cube. Vertices that are shared would need to be replicated, 
which means that instead of having eight vertices, we would now need to 
allocate 24 (if we draw each face as a GL_TRIANGLE_FAN) or 36 vertices (if we 
use GL_TRIANGLES). This is not a very efficient approach.

Figure 7-4 Cube
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glDrawElements
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glVertexAttribPointer(VERTEX_POS_INDX, 3, GL_FLOAT, GL_FALSE, 
                      0, vertices);
glDrawElements(GL_TRIANGLES, sizeof(indices)/sizeof(GLubyte),
               GL_UNSIGNED_BYTE, indices);

Even though we are drawing triangles with glDrawElements and a triangle 
fan with glDrawArrays, glDrawElements will run faster than glDrawAr-
rays on a GPU for many reasons; for example, the size of vertex attribute 
data will be smaller with glDrawElements as vertices are reused. This also 
gives you a lower memory footprint and memory bandwidth requirement. 

Performance Tips 

Applications should make sure that glDrawElements should be called with 
as large a primitive size as possible. This is very easy to do if we are drawing 
GL_TRIANGLES. However, if we have meshes of triangle strips or fans, 
instead of making individual calls to glDrawElements for each triangle strip 
mesh, these meshes could be connected together by adding element indices 
that result in degenerate triangles. A degenerate triangle is a triangle where 
two or more vertices of the triangle are coincident. GPUs can detect and reject 
degenerate triangles very easily, so this is a good performance enhancement 
that allows us to queue a big primitive to be rendered by the GPU. 

The number of element indices (or degenerate triangles) we need to add to 
connect distinct meshes will depend on whether each mesh is a triangle fan 
or a triangle strip and the number of indices defined in each strip. The num-
ber of indices in a mesh that is a triangle strip matters, as we need to pre-
serve the winding order as we go from one triangle to the next triangle of 
the strip across distinct meshes that are now being connected.

When connecting separate triangle strips we need to check the order of the 
last triangle and the first triangle of the two strips being connected. As seen 
in Figure 7-2, the ordering of vertices that describe even-numbered triangles 
of a triangle strip is different from the ordering of vertices that describe odd-
numbered triangles of the same strip. 

Two cases need to be handled:

• Odd-numbered triangle of the first triangle strip is being connected to 
the first (and therefore even-numbered) triangle of the second triangle 
strip.

• Even-numbered triangle of the first triangle strip is being connected to 
the first (and therefore even-numbered) triangle of the second triangle 
strip.
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glEnableVertexAttribArray(VERTEX_POS_INDX);
glVertexAttribPointer(VERTEX_POS_INDX, 3, GL_FLOAT, GL_FALSE, 
                      0, vertices);
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{
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Performance Tips

‣ glDrawElements for GL_TRIANGLES

‣ Multiple tri strips or fans can be 
merged into one using degenerate 
triangles --> degenerate ones are 
detected & rejected by GPU

‣ The way adding vertices needs care 
due to winding orders



Opposite Vertex Order
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Figure 7-5 shows two separate triangle strips that represent these two cases 
that need to be connected to allow us to draw both these strips using a sin-
gle call to glDrawElements.

Figure 7-5 Connecting Triangle Strips

For triangle strips in Figure 7-5 with opposite vertex order for the last and 
first triangle of the two strips being connected, the element indices for each 
triangle strip are (0,1,2,3) and (8,9,10,11), respectively. The combined 
element index list if we were to draw both strips using one call to 
glDrawElements would be (0,1,2,3,3,8,8,9,10,11). This new element 
index results in the following triangles drawn: (0,1,2), (2,1,3), (2, 3, 3),
(3, 3, 8), (3, 8, 8), (8, 8, 9), (8, 9, 10), (10,9,11). The triangles in 
boldface type are the degenerate triangles. The element indices in boldface 
type represent the additional indices added to the 
combined element index list.

For triangle strips in Figure 7-5 with the same vertex order for the last and 
first triangle of the two strips being connected, the element indices for each 
triangle strip are (0,1,2,3,4) and (8,9,10,11), respectively. The com-
bined element index list if we were to draw both strips using one call to 
glDrawElements would be (0,1,2,3,4,4,8,9,10,11). This new element 
index results in the following triangles drawn: (0,1,2), (2,1,3), (2,3,4),
(4, 3, 4), (4, 4, 8), (8, 4, 9), (8,9,10), (10,9,11). The triangles in 
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Same Vertex Order
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Figure 7-5 shows two separate triangle strips that represent these two cases 
that need to be connected to allow us to draw both these strips using a sin-
gle call to glDrawElements.

Figure 7-5 Connecting Triangle Strips
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triangle strip are (0,1,2,3) and (8,9,10,11), respectively. The combined 
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glDrawElements would be (0,1,2,3,3,8,8,9,10,11). This new element 
index results in the following triangles drawn: (0,1,2), (2,1,3), (2, 3, 3),
(3, 3, 8), (3, 8, 8), (8, 8, 9), (8, 9, 10), (10,9,11). The triangles in 
boldface type are the degenerate triangles. The element indices in boldface 
type represent the additional indices added to the 
combined element index list.
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glDrawElements would be (0,1,2,3,4,4,8,9,10,11). This new element 
index results in the following triangles drawn: (0,1,2), (2,1,3), (2,3,4),
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Post-Transform Vertex 
Cache

‣ Memory area where processed vertices 
(but before primitive) are cached

‣ If the same vertex exists in the cache, 
it is not processed --> tested by the 
index --> indexed rendering required

‣ More at https://www.opengl.org/wiki/
Post_Transform_Cache

https://www.opengl.org/wiki/Post_Transform_Cache
https://www.opengl.org/wiki/Post_Transform_Cache
https://www.opengl.org/wiki/Post_Transform_Cache
https://www.opengl.org/wiki/Post_Transform_Cache


Primitive Assembly
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Figure 7-6 OpenGL ES Primitive Assembly Stage

Coordinate Systems

Figure 7-7 shows the coordinate systems as a vertex goes through the vertex 
shader and primitive assembly stages. Vertices are input to OpenGL ES in 
the object or local coordinate space. This is the coordinate space in which 
an object is most likely modeled and stored. After a vertex shader is exe-
cuted, the vertex position is considered to be in the clip coordinate space. 
The transformation of the vertex position from the local coordinate system 
(i.e., object coordinates) to clip coordinates is done by loading the appropri-
ate matrices that perform this conversion in appropriate uniforms defined 
in the vertex shader. Chapter 8 describes how to transform the vertex posi-
tion from object to clip coordinates and how to load appropriate matrices 
in the vertex shader to perform this transformation.

Figure 7-7 Coordinate Systems
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Coordinate Systems

‣ Obj coords --> clip coords: done by 
loading & multiplying appropriate 
matrices in the vertex shader (Ch 8)

‣ Other transformations are done by GPU
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Clipping
‣ To clip vertices outside view volume (a.k.a. 

clip volume)

‣ Done in clip coords (xc,yc,zc,wc)

‣ The clip volume is defined as
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Clipping

The vertex position after the vertex shader has been executed is in the clip 
coordinate space. The clip coordinate is a homogeneous coordinate given 
by (xc, yc, zc, wc). The vertex coordinates defined in clip space (xc, yc, zc, wc)
get clipped against the viewing volume (also known as the clip volume).

The clip volume as shown in Figure 7-8 is defined by six clipping planes, 
referred to as the near, and far clip planes, the left and right clip planes, and 
the top and bottom clip planes. In clip coordinates, the clip volume is given 
as:

-wc <= xc <= wc
-wc <= yc <= wc
-wc <= zc <= wc

The preceding six checks help determine the list of planes against which the 
primitive needs to be clipped. 

Figure 7-8 Viewing Volume

The clipping stage will clip each primitive to the clip volume shown in 
Figure 7-8. By a primitive here we imply each triangle of a list of separate 
triangles drawn using GL_TRIANGLES, or a triangle of a triangle strip or a 
fan, or a line from a list of separate lines drawn using GL_LINES, or a line of 
a line strip or line loop, or a specific point in a list of point sprites. 
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z
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The preceding six checks help determine the list of planes against which the 
primitive needs to be clipped. 

Figure 7-8 Viewing Volume

The clipping stage will clip each primitive to the clip volume shown in 
Figure 7-8. By a primitive here we imply each triangle of a list of separate 
triangles drawn using GL_TRIANGLES, or a triangle of a triangle strip or a 
fan, or a line from a list of separate lines drawn using GL_LINES, or a line of 
a line strip or line loop, or a specific point in a list of point sprites. 

Far
Plane

Near
Plane

x

y

z



Clipping (cont’d)

‣ Clipping triangles -- new vertices may 
be generated and the triangle is 
converted to a triangle fan

‣ Clipping lines -- new vertices may be 
generated

‣ Clipping points -- may be scissored



Clipping (cont’d)

‣ Clipping may be expensive

‣ Clipping against x & y planes may be 
done by scissoring test (which is 
implemented very efficiently by GPUs) 
& the viewport with the guard-band 
region



Perspective Division
‣ (xc,yc,zc,wc) in Clip coords 

--> (xc/wc,yc/wc,zc/wc) in NDC (Normalized 
Device Coordinates)

‣ NDC defined in [-1,1]x[-1,1]x[-1,1]

‣ (xd,yd)=(xc/wc,yc/wc) is converted to window 
coords by viewport transformation

‣ zd=zc/wc is converted to screen z value 
(depth) using near & far values set by 
glDepthRange



Viewport 
Transformation

‣ Set by glViewport -- default is the 
window size

‣ Transformation

•ox=x+w/2, oy=y+h/2

•n & f are set by glDepthRangef
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and (zc/wc) we get normalized device coordinates (xd, yd, zd). These are called 
normalized device coordinates as they will be in the [–1.0 … 1.0] range. 
These normalized (xd, yd) coordinates will then be converted to actual 
screen (or window) coordinates depending on the dimensions of the view-
port. The normalized (zd) coordinate is converted to screen z value using the 
near and far depth values specified by glDepthRange. These conversions 
are performed in the viewport transformation phase.

Viewport Transformation

The viewport transformation can be set by using the following API call:  

The conversion from normalized device coordinates (xd, yd, zd) to window 
coordinates (xw, yw, zw) is given by the following transformation:

In the transformation ox = (x + w)/2, and oy = (y + h)/2, n and f represent the 
desired depth range. 

The depth range values n and f can be set using the following API call:  

void   glViewport(GLint x, GLint y, GLsizei w, GLsizei h)

x, y specifies the screen coordinates of the viewport’s lower left 
corner in pixels

w, h specifies the width and height of viewport in pixels. These 
values must be > 0

void   glDepthRange(GLclampf n, GLclampf f)

n, f specify the desired depth range. Default values for n and f are  
0.0 and 1.0. The values are clamped to lie within (0.0, 1.0)

xw

yw

zw

w 2⁄( )xd ox+

h 2⁄( )yd oy+

f n–( ) 2⁄( )zd n f+( ) 2⁄+

=

(typo in the textbook)

https://www.khronos.org/opengles/sdk/docs/man/xhtml/glViewport.xml
https://www.khronos.org/opengles/sdk/docs/man/xhtml/glViewport.xml
https://www.khronos.org/opengles/sdk/docs/man/xhtml/glDepthRangef.xml
https://www.khronos.org/opengles/sdk/docs/man/xhtml/glDepthRangef.xml


Rasterization

‣ Primitives are rasterized into 
fragments (Ch 9 & 10)

‣ Varying variables are linearly 
interpolated

Rasterization 141

The values specified by glDepthRange and glViewport are used to trans-
form the vertex position from normalized device coordinates into window 
(screen) coordinates.

The initial (or default) viewport state is set to w = width and h = height
of the window created by the app in which OpenGL ES is to do its render-
ing. The window is given by the EGLNativeWindowType win argument 
specified in eglCreateWindowSurface.

Rasterization

Figure 7-9 shows the rasterization pipeline. After the vertices have been 
transformed and primitives have been clipped, the rasterization pipelines 
take an individual primitive such as a triangle, a line segment, or a point 
sprite and generates appropriate fragments for this primitive. Each fragment 
is identified by its integer location (x, y) in screen space. A fragment repre-
sents a pixel location given by (x, y) in screen space and additional fragment 
data that will be processed by the fragment shader to produce a fragment 
color. This is described in detail in Chapter 9 and Chapter 10. 

In this section we discuss the various options that an application can use to 
control rasterization of triangles, strips, and fans. 

Figure 7-9 OpenGL ES Rasterization Stage

From
Primitive
Assembly

Line
Rasterization

Point-Sprite
Rasterization

Triangle
Rasterization

Output for each fragment—
screen (xw, yw) coordinate,
attributes such as color,
texture coordinates, etc.

To Fragment Shader Stage



Culling

‣ Triangles are discarded depending on 
their facing direction -- glCullFace

‣ Orientation (winding order) set by 
glFrontFace -- CW or CCW

‣ Enabled/disabled with GL_CULL_FACE 
--> Always enable for better 
performance!

https://www.khronos.org/opengles/sdk/docs/man/xhtml/glCullFace.xml
https://www.khronos.org/opengles/sdk/docs/man/xhtml/glCullFace.xml
https://www.khronos.org/opengles/sdk/docs/man/xhtml/glFrontFace.xml
https://www.khronos.org/opengles/sdk/docs/man/xhtml/glFrontFace.xml


Polygon Offset
‣ To avoid z-fighting artifacts

‣ Original depth + delta used for depth test

‣ Original depth value is stored
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generated per fragment, resulting in artifacts as shown in Figure 7-11. The 
limited precision of parameters used by triangle rasterization and generated 
depth values per fragment will get better and better but will never be 
completely resolved.

Polygon Offset Disabled                                      Polygon Offset Enabled
Figure 7-11 Polygon Offset

Figure 7-11 shows two coplanar polygons being drawn. The code to draw 
these two coplanar polygons without polygon offset is as follows:

glClear(GL_COLOR_BUFFER_BIT | GL_DEPTH_BUFFER_BIT);

// load vertex shader
// set the appropriate transformation matrices
// set the vertex attribute state

// draw the RED triangle
glDrawArrays(GL_TRIANGLE_FAN, 0, 4);

// set the depth func to <= as polygons are coplanar
glDepthFunc(GL_LEQUAL);

// set the vertex attribute state

// draw the GREEN triangle
glDrawArrays(GL_TRIANGLE_FAN, 0, 4);

To avoid the artifacts shown in Figure 7-11, we need to add a delta to the 
computed depth value before the depth test is performed and before the 
depth value is written to the depth buffer. If the depth test passes, the orig-
inal depth value and not the original depth value + delta will be stored in 
the depth buffer. 



Polygon Offset

‣ Set by glPolygonOffset, enabled by 
GL_POLYGON_OFFSET_FILL

‣  

•                               or  

• r: smallest value that can produce a 
guaranteed difference in depth value 
(implementation-dependent)
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The polygon offset is set using the following API call.

The depth offset is computed as:

depth offset = m * factor + r * units

m is maximum depth slope of the triangle and is calculated as:

m can also be calculated as max{|!z/!x|, |!z/!y|}.

The slope terms !z/!x and !z/!y are calculated by the OpenGL ES imple-
mentation during the triangle rasterization stage.

r is an implementation-defined constant and represents the smallest value 
that can produce a guaranteed difference in depth value.

Polygon offset can be enabled or disabled using glEnable(GL_POLYGON_
OFFSET_FILL) and glDisable(GL_POLYGON_OFFSET_FILL).

With polygon offset enabled, the code for triangles rendered by Figure 7-11 
is as follows.

const float polygonOffsetFactor = -1.0f;
const float polygonOffsetUnits  = -2.0f;

glClear(GL_COLOR_BUFFER_BIT | GL_DEPTH_BUFFER_BIT);

// load vertex shader
// set the appropriate transformation matrices
// set the vertex attribute state

// draw the RED triangle
glDrawArrays(GL_TRIANGLE_FAN, 0, 4);

// set the depth func to <= as polygons are coplanar
glDepthFunc(GL_LEQUAL);

glEnable(GL_POLYGON_OFFSET_FILL);
glPolygonOffset(polygonOffsetFactor, polygonOffsetUnits);

void   glPolygonOffset(GLfloat factor, GLfloat units)

m !z !x2⁄ !z !y2⁄+( )=
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The polygon offset is set using the following API call.

The depth offset is computed as:

depth offset = m * factor + r * units

m is maximum depth slope of the triangle and is calculated as:

m can also be calculated as max{|!z/!x|, |!z/!y|}.

The slope terms !z/!x and !z/!y are calculated by the OpenGL ES imple-
mentation during the triangle rasterization stage.

r is an implementation-defined constant and represents the smallest value 
that can produce a guaranteed difference in depth value.

Polygon offset can be enabled or disabled using glEnable(GL_POLYGON_
OFFSET_FILL) and glDisable(GL_POLYGON_OFFSET_FILL).

With polygon offset enabled, the code for triangles rendered by Figure 7-11 
is as follows.

const float polygonOffsetFactor = -1.0f;
const float polygonOffsetUnits  = -2.0f;

glClear(GL_COLOR_BUFFER_BIT | GL_DEPTH_BUFFER_BIT);

// load vertex shader
// set the appropriate transformation matrices
// set the vertex attribute state

// draw the RED triangle
glDrawArrays(GL_TRIANGLE_FAN, 0, 4);

// set the depth func to <= as polygons are coplanar
glDepthFunc(GL_LEQUAL);

glEnable(GL_POLYGON_OFFSET_FILL);
glPolygonOffset(polygonOffsetFactor, polygonOffsetUnits);

void   glPolygonOffset(GLfloat factor, GLfloat units)

m !z !x2⁄ !z !y2⁄+( )=
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The polygon offset is set using the following API call.

The depth offset is computed as:

depth offset = m * factor + r * units

m is maximum depth slope of the triangle and is calculated as:

m can also be calculated as max{|!z/!x|, |!z/!y|}.

The slope terms !z/!x and !z/!y are calculated by the OpenGL ES imple-
mentation during the triangle rasterization stage.

r is an implementation-defined constant and represents the smallest value 
that can produce a guaranteed difference in depth value.

Polygon offset can be enabled or disabled using glEnable(GL_POLYGON_
OFFSET_FILL) and glDisable(GL_POLYGON_OFFSET_FILL).

With polygon offset enabled, the code for triangles rendered by Figure 7-11 
is as follows.

const float polygonOffsetFactor = -1.0f;
const float polygonOffsetUnits  = -2.0f;

glClear(GL_COLOR_BUFFER_BIT | GL_DEPTH_BUFFER_BIT);

// load vertex shader
// set the appropriate transformation matrices
// set the vertex attribute state

// draw the RED triangle
glDrawArrays(GL_TRIANGLE_FAN, 0, 4);

// set the depth func to <= as polygons are coplanar
glDepthFunc(GL_LEQUAL);

glEnable(GL_POLYGON_OFFSET_FILL);
glPolygonOffset(polygonOffsetFactor, polygonOffsetUnits);

void   glPolygonOffset(GLfloat factor, GLfloat units)

m !z !x2⁄ !z !y2⁄+( )=

https://www.khronos.org/opengles/sdk/docs/man/xhtml/glPolygonOffset.xml
https://www.khronos.org/opengles/sdk/docs/man/xhtml/glPolygonOffset.xml


Polygon Offset 
(cont’d)
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The polygon offset is set using the following API call.

The depth offset is computed as:

depth offset = m * factor + r * units

m is maximum depth slope of the triangle and is calculated as:

m can also be calculated as max{|!z/!x|, |!z/!y|}.

The slope terms !z/!x and !z/!y are calculated by the OpenGL ES imple-
mentation during the triangle rasterization stage.

r is an implementation-defined constant and represents the smallest value 
that can produce a guaranteed difference in depth value.

Polygon offset can be enabled or disabled using glEnable(GL_POLYGON_
OFFSET_FILL) and glDisable(GL_POLYGON_OFFSET_FILL).

With polygon offset enabled, the code for triangles rendered by Figure 7-11 
is as follows.

const float polygonOffsetFactor = -1.0f;
const float polygonOffsetUnits  = -2.0f;

glClear(GL_COLOR_BUFFER_BIT | GL_DEPTH_BUFFER_BIT);

// load vertex shader
// set the appropriate transformation matrices
// set the vertex attribute state

// draw the RED triangle
glDrawArrays(GL_TRIANGLE_FAN, 0, 4);

// set the depth func to <= as polygons are coplanar
glDepthFunc(GL_LEQUAL);

glEnable(GL_POLYGON_OFFSET_FILL);
glPolygonOffset(polygonOffsetFactor, polygonOffsetUnits);

void   glPolygonOffset(GLfloat factor, GLfloat units)

m !z !x2⁄ !z !y2⁄+( )=
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// set the vertex attribute state

// draw the GREEN triangle
glDrawArrays(GL_TRIANGLE_FAN, 0, 4);


